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Abstract—Web-based social system enables new community-
based opportunities for participants to engage, share and 
interact. The rapid growth of Facebook has triggered a dramatic 
increase in spam volume and sophistication. Spammers post their 
status or comment in Page to send spam content to their friends 
or other users in the network. In this paper, we consider the 
problem of detecting spam accounts on Facebook based on 
comment content and user social behavior. We will propose a 
hybrid approach using Maximum Entropy (Maxent) model for 
classifying user comments as either spam or non-spam. We 
carefully conducted an empirical evaluation for our model on a 
large collection of comments in Vietnamese Facebook Pages and 
achieved promising results with an average accuracy of more 
than 90%. 

Keywords— social networks, spam accounts detection. 

I.  INTRODUCTION  
The leading social networks are usually available for 

multiple languages and enable user to connect with friends 
across the globe. Approximately 2 billion internet users are 
using social networks and this figure is still expected to grow 
due to an increasingly prevalent trend of using mobile devices. 
According to Statista report1, until April 2016, Facebook 
became the first social network to surpass 1 billion registered 
accounts with 1.59 billion monthly active users. In recent 
years, social networks have increasingly relied on social data 
to provide suitable information to their users. Many 
researches, Facebook users discover content based on what 
their friends and networking community like and comment 
[15]. However, how can we trust content generated by other 
users? Since social network has become more familiar with 
daily life, from work to shopping to socializing, it leads to a 
focus of spammers attempting to make off with money from 
Internet users by taking suspicious behavior. Unfortunately, 
the relative openness and reliance on users along with the 
growth of these social systems has also made them prime 
targets of social spammers. 

On Facebook, Pages are used by organizations to interact 
with users. Users can comment on a Page to let their friends 
know about their interests and to receive content from the 

                                                           
1 http://www.statista.com 

Page in their News Feed, the primary distribution channel on 
Facebook. At Facebook, there are many ways that attackers 
have attempted to spam content on Pages through a variety of 
deceitful methods, including malware, credentials stealing, 
social engineering, and fake accounts. However, Facebook 
already has many anti-phishing, anti-malware mechanisms 
making it difficult for real accounts to be compromised, and 
many algorithms to detect fake accounts. As a result, it is hard 
for an adversary to control many accounts and instead they 
need to use the same few to Like or Comment many Pages. 

In our research, we focus on the problem of detecting spam 
accounts on Facebook. Features for detection of spammers 
could be content-based and user social behavior-based 
methods. We tried to collect a large range of user comments 
from selling Facebook pages in Vietnam, combining with user 
social behavior to build a dataset of users. We also have 
applied Maximum Entropy (Maxent) method on the dataset to 
create a model which detects spam accounts. The results of 
experiments conducted show the improvement in detecting 
spam account accuracy.  

This paper is organized as follows. Related works are 
introduced in the second section. The framework of detecting 
spam accounts with more details in the third section. 
Experiments and results are presented in the fourth section. 
Conclusions are showed in the last section.  

II. RELATED WORK 
In this section, we review several major approaches to 

detect spam accounts in social networks. With the rapid 
development of social networks, social spam has attracted a 
lot of attention from both industry and academia. In industry, 
Facebook proposes EdgeRank algorithm2 that assigns each 
post with a score generated from a few feature (e.g. number of 
likes, number of comments, number of reposts, etc.). 
Therefore, the higher EdgeRank score, the less possibility to 
be a spammer. This disadvantage of this approach is that 
spammers could join their networks and continuously like and 
comment each other in order to achieve a high EdgeRank 
score. 

                                                           
2 http://techcrunch.com/2010/04/22/facebook-edgerank 
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 In academia, most detecting spam accounts are based on 
contents which exploit input of user profile, their comment 
and user social behavior. They have used machine learning to 
classification spam accounts or non-spam accounts. A few 
years ago, many researches around the world to solve the 
problem detecting spam accounts on social networks, such as 
[2, 5, 7, 9, 20]  .The related works are indicated to be solutions 
and features to differentiate spam accounts on  a particular 
social network to prevent or remove them. There are two 
common approaches to identify spam accounts: content-based 
method, such as [1, 3, 4, 10, 11, 16, 19] and social graph 
method, such as [12, 13, 17, 18].  

 Stringhini et al. [14] further investigates spammer feature 
via creating a number of profiles in three large social network 
sites (Facebook, Twitter and Myspace) and identifies five 
common potential features for spammer detection. Lee et.al 
[8] deployed social honeypots consisting of genuine profiles 
that detected suspicious users and its bot collected evidence of 
the spam by crawling the profile of the user sending the 
unwanted friend requests and hyperlinks in social networks ( 
MySpace and Twitter) . Significant work has been done by 
Alex Hai Wang [16] in 2010 which used user-based as well as 
content-based features for detection of spam profiles in 
Twitter with Bayesian classification algorithm and presented 
user’s behavior by social graph. Classic evaluation metrics 
have been used to compare the performance of various 
traditional classification methods like Decision Tree, Support 
Vector Machine (SVM), Naïve Bayesian and Neural Networks 
and amongst all Bayesian classifier has been judged as the 
best terms of performance. Grier et al [6] identified features 
related to tweet content and community features in Tweet. 
These characteristics are regarded as attributes in a machine 
learning process for classifying users as either spammers or 
non-spammers. However, these approaches are based on a 
large amount of selected features that might consume heavy 
computing capability and spend much time in model training. 
Beutel et.al proposes COPYCATCH which detects lockstep 
Page Like patterns on Facebook by analyzing only the social 
graph among users, pages and the times at which the edge in 
the graph were created [2].  

From above analysis, we developed a spam account 
detecting model based on content and user social behavior. By 
using Maximum Entropy Modeling, it determines users as 
either spammers or non-spammers and makes the following 
contributions:  

- A feature selection solution is applied to improve 
performance of obtained model. 

- Two versions of data features are determined. 
Experiments show the feature combination of comment 
content and user behavior are better than the one of them. 

III.  OUR APPROACH  
In this section, we present the conceptual framework of the 

proposed approach and outline the research questions 
motivating our examination of this framework.  

A. Problem Statement 
The paper focuses to propose a frame of spam accounts 

detecting modeling in Facebook pages. In our research, the 
problem is described as follows.  

In Facebook social network, there are a set of n users U = 
{u1, u2… un} and a set of m pages P = {p1, p2,…,pm }. Each 
user ui makes a comment on page pj at the time t.  

The spam account detection problem is to predict 
whether ui is a spammer through a binary classifier c: ui → 
{spammer, non-spammer}. To build c, we need to select a set 
of l features F = {f1, f2 …fl} from user comment dataset and 
user social behavior on Page pj at the time t.  

In this study, we consider two kinds of predictive models, 
related with two cases of data presentations.  The first case, we 
only used user’s comment on pages to build a predictive 
model for spam accounts. However, we utilized both comment 
contents and user social behavior for constructing the model in 
the second case and compared with the original model. 

B. Solution Approach 
We solved the problem of detecting spam accounts based 

on comments content and user social behavior on Facebook 
pages. Fig.1 describes our frame of spam accounts detecting 
model, including three parts:  Crawling and Preprocessing 
Data, Modeling and Using Outcomes.  

 
Fig.1. A social spam framework 

1) Data Preparation Phase: 
 Firstly, we use Facebook’s API methods and the Restfb 

library to gather a large of data from public Vietnam Facebook 
pages through searching related keywords, including page’s 
information, user’s comments and user’s information. Each 
page will only get a post along with all its comments. After 
that, we extract valuable information like userID, pageID and 
comment; preprocess them by removing stop-word, error as 
well as splitting sentence.  

Secondly, we select only a part of the data set to label for 
building the sample set. A group of students are asked to label 
it. They read all comments and assign labels (either SPAM or 
NON-SPAM) to them based on the agreement among them. 
For building the classification with MaxEnt, we need to define 
our features, including n-gram and user behavior feature.  
Depending on experiment, we obtained the best result when 
combining 1-gram and 2-gram. By observing user’s behavior 
feature for detecting spammers, we calculated the number of 
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comments of a user on one minute to make a user behavior 
feature because a normal person will not normally reply more 
5 comments per 1 minute.  

2) Modeling Phase: In this phase, Maximum Entropy 
Classification Model is applied because the model not only 
has the highest entropy but also satisfy constraints observed 
from empirical data. We selected features based on user 
comments and user behavior in pages. Then training data is 
used for modeling and the testing data is used for evaluation of 
the result model. As above description, the first case of 
building modeling is exploited user comments to select 
features. However, we supplement user behavior-based feature 
along with content-based features in the second case. Finally, 
comparing the effect of them help understand better about the 
importance of features.    

IV. EXPERIMENTS AND RESULTS 
In order to evaluate our approach above, we build an 

empirical model which detects spamming comments on the 
field of selling Facebook pages. Depending on the effective of 
the model, we deeply understand valuable content-based and 
user behavior-based features to distinguish spam accounts. 

A. Experimental Data 
We collected a large amount of data from Vietnam 

Facebook pages on the same day, based on domains keywords 
search. The data set contains 941,038 comments by 478,496 
users from 23,461 Vietnam Facebook pages. We also selected 
a part of the data set to label manually for sample set. 
Depending on the survey and analysis the collected data, there 
are some signals to identify a comment by a spammer such as: 
the number of tagged people (>=1), containing links (https://; 
www), the length of comments and so on. The labeled data set 
is shown as follows: 

TABLE I.  The information of the sample set 
 

 

 

The sample set was divided randomly into four parts. We 
in turn took three parts for training and the one left for test to 
perform 4-fold cross-validation tests. The experimental results 
will be reported in the next subsection. 

B. Experimental Results and Analysis 
TABLE II. The precision, recall and F-score of two classes 

of the best fold 
 
 
 

Table II shows the experimental results of the 3th fold. We 
achieved the high result with using both content-based 
features and behavior-based ones.  

Figure 2 shows the F1-score measure of the four folds and 
the average value over the four folds. For each fold, we report 
to results, the first is the test using content-based features only 

while the second used both content-based features and 
behavior-based features. As we can see, classification using 
behavior features give a better performance. Behavior features 
can improve the F1-score measure for more than 2% on 
average. From the results of 4-fold cross-validation tests, the 
results are quite stable over the four folds. This shows that the 
classification model works well on this data set. 

 
Fig.2 The F1-measure of the 4-folds cross-validation tests. 

 
Fig.3 The average precision, recall and F1-score of Spam 

and Non-Spam over the 4 folds (with behavior feature) 

The high results indicate that spam signals are very useful 
in building the labeled set. They are highly distinguished 
features between spam and non-spam comments, such as the 
number of tagged users ( 1), links, the number of characters 
( 5 or 100), …In fact, users who give comments too short or 
too long  will be suspected as spammers.  

We also calculated the average precision, recall, and F1 
measure of the two classes: SPAM and NON-SPAM over the 

Label The number 

SPAM 4,864 

NON-SPAM 4,692 

Class Labeled Predict True 
positive P R F1 

SPAM 1197 1164 1093 93.90 91.31 92.59 

NON-
SPAM 1192 1225 1121 91.51 94.04 92.76 

F1macro 92.69 

F1micro 92.67 

266



four folds. The results are shown in Figure 3. As we can see, 
the performance of NON-SPAM class is approximate to that 
of SPAM. This is in part because the number of comments 
carrying NON-SPAM is nearly equal (4,692 versus 4,864).  

There are several hard comments for classification. Some 
comments which only contain a tagged person with a few 
abbreviated characters will be difficult for classifying. 
Spammers sometime tag users to advertise or pay attention 
while some real users want to tag their friends with short 
characters. A survey on collected comments shows that 
tagging attached by quite long text or without text will be 
labeled spam, whereas tagging with some additional 
information like address and phone number will be labeled 
non-spam. Finally, we find it difficult to label comments 
which carry sentiment or emotion such as: compliment, 
disparagement. To deal with these difficult cases, we need to 
integrate more high-level features to capture syntax, etc. 

V. CONCLUSIONS 
In this work, we have built a classification model based on 

the Maximum Entropy method to classify comments from 
Vietnam Facebook pages into SPAM or NON-SPAM. By 
combing content-based features and behavior-based ones, they 
help considerably get the best result. We have achieved an 
average F1-score of more than 90%, a promising result for 
further work on this work. The result also shows our right 
approach by using reasonable signals to detect spam 
comments. We also realized that we need to add better and 
higher level features as well as improve the quality of the 
sample set to the model in order to effectively distinguish 
ambiguous comments. This will be our focus in the future 
work.  

ACKNOWLEDGMENT 

This work was supported by the project QG.16.34 from 
Vietnam National University, Hanoi (VNU). 

REFERENCES 
[1] F. Benevenuto, T. Rodrigues, V. A. F. Almeida, J. M. 

Almeida, and M. A. Gonçalves, “Detecting spammers 
and content promoters in online video social networks,” 
in SIGIR 2009, pp. 620-627. 

[2] A. Beutel, W. Xu, V. Guruswami, C. Palow, and C. 
Faloutsos, “CopyCatch: stopping group attacks by 
spotting lockstep behavior in social networks,” WWW 
2013, pp. 119-130. 

[3] M. Fazeen, R. Dantu, and P. Guturu, “Identification of 
leaders, lurkers, associates and spammers in a social 
network: context-dependent and context-independent 
approaches,” Social Netw. Analys. Mining, vol. 1, no. 3, 
pp. 241-254, 2011. 

[4] H. Gao, J. Hu, C. Wilson, Z. Li, Y. Chen, and B. Y. 
Zhao, “Detecting and characterizing social spam 
campaigns,” ACM Conference on Computer and 
Communications Security, pp. 681-683, 2010. 

[5] M. K. Girish Khurana, “Review: Efficient Spam 
Detection on Social Network,” ISSN, vol. 3, no. 6, pp. 
2321-9653, 2015. 

[6] C. Grier, K. Thomas, V. Paxson, and C. M. Zhang, 
“@spam: the underground on 140 characters or less,” in 
ACM Conference on Computer and Communications 
Security, 2010, pp. 27-37. 

[7] K. Lee, J. Caverlee, and S. Webb, “The social honeypot 
project: protecting online communities from spammers,” 
in WWW 2010, pp. 1139-1140. 

[8] K. Lee, J. Caverlee, and S. Webb, “Uncovering social 
spammers: social honeypots + machine learning,” in 
SIGIR 2010, pp. 435-442. 

[9] L. Liu, Y. Lu, Y. Luo, R. Zhang, L. Itti, and J. Lu, 
“Detecting "Smart" Spammers On Social Network: A 
Topic Model Approach,” CoRR, vol. abs/1604.08504, 
2016. 

[10] M. McCord, and M. Chuah, “Spam Detection on Twitter 
Using Traditional Classifiers,” in ATC 2011, pp. 175-
186. 

[11] Z. Miller, B. Dickinson, W. Deitrick, W. Hu, and A. H. 
Wang, “Twitter spammer detection using data stream 
clustering,” Inf. Sci., vol. 260, pp. 64-73, 2014. 

[12] S. Rayana, and L. Akoglu, “Collective Opinion Spam 
Detection: Bridging Review Networks and Metadata,” in 
KDD 2015, pp. 985-994. 

[13] B. Stone-Gross, T. Holz, G. Stringhini, and G. Vigna, 
“The Underground Economy of Spam: A Botmaster's 
Perspective of Coordinating Large-Scale Spam 
Campaigns,” in LEET 2011. 

[14] G. Stringhini, C. Kruegel, and G. Vigna, “Detecting 
spammers on social networks,” in ACSAC 2010, pp. 1-9. 

[15] Thi-Ngan Pham, Thi-Hong Vuong, Thi-Hoai Thai, Mai-
Vu Tran, Quang-Thuy Ha, “Sentiment Analysis and User 
Similarity for Social Recommender System: An 
Experimental Study,” ICISA vol. 376, pp. 1147-1156, 
2016. 

[16] A. H. Wang, “Detecting Spam Bots in Online Social 
Networking Sites: A Machine Learning Approach,” in 
DBSec, 2010, pp. 335-342. 

[17] A. H. Wang, “Don't Follow Me - Spam Detection in 
Twitter,” in SECRYPT 2010, pp. 142-151. 

[18] C. Wilson, A. Sala, K. P. N. Puttaswamy, and B. Y. 
Zhao, “Beyond Social Graphs: User Interactions in 
Online Social Networks and their Implications,” TWEB, 
vol. 6, no. 4, pp. 17, 2012. 

[19] S. Yardi, D. M. Romero, G. Schoenebeck, and D. Boyd, 
“Detecting Spam in a Twitter Network,” First Monday, 
vol. 15, no. 1, 2010. 

[20] X. Zhang, and X. Zheng, “A novel method for spammer 
detection in social networks,” in ICSDM 2015, pp. 115-
118. 

267



<<
  /ASCII85EncodePages false
  /AllowTransparency false
  /AutoPositionEPSFiles false
  /AutoRotatePages /None
  /Binding /Left
  /CalGrayProfile (Gray Gamma 2.2)
  /CalRGBProfile (None)
  /CalCMYKProfile (None)
  /sRGBProfile (sRGB IEC61966-2.1)
  /CannotEmbedFontPolicy /Warning
  /CompatibilityLevel 1.7
  /CompressObjects /Off
  /CompressPages true
  /ConvertImagesToIndexed true
  /PassThroughJPEGImages true
  /CreateJobTicket false
  /DefaultRenderingIntent /Default
  /DetectBlends true
  /DetectCurves 0.0000
  /ColorConversionStrategy /LeaveColorUnchanged
  /DoThumbnails true
  /EmbedAllFonts true
  /EmbedOpenType false
  /ParseICCProfilesInComments true
  /EmbedJobOptions true
  /DSCReportingLevel 0
  /EmitDSCWarnings false
  /EndPage -1
  /ImageMemory 1048576
  /LockDistillerParams true
  /MaxSubsetPct 100
  /Optimize true
  /OPM 0
  /ParseDSCComments false
  /ParseDSCCommentsForDocInfo false
  /PreserveCopyPage true
  /PreserveDICMYKValues true
  /PreserveEPSInfo false
  /PreserveFlatness true
  /PreserveHalftoneInfo true
  /PreserveOPIComments false
  /PreserveOverprintSettings true
  /StartPage 1
  /SubsetFonts false
  /TransferFunctionInfo /Remove
  /UCRandBGInfo /Preserve
  /UsePrologue false
  /ColorSettingsFile ()
  /AlwaysEmbed [ true
  ]
  /NeverEmbed [ true
  ]
  /AntiAliasColorImages false
  /CropColorImages true
  /ColorImageMinResolution 200
  /ColorImageMinResolutionPolicy /OK
  /DownsampleColorImages true
  /ColorImageDownsampleType /Bicubic
  /ColorImageResolution 300
  /ColorImageDepth -1
  /ColorImageMinDownsampleDepth 1
  /ColorImageDownsampleThreshold 1.50000
  /EncodeColorImages true
  /ColorImageFilter /DCTEncode
  /AutoFilterColorImages false
  /ColorImageAutoFilterStrategy /JPEG
  /ColorACSImageDict <<
    /QFactor 0.76
    /HSamples [2 1 1 2] /VSamples [2 1 1 2]
  >>
  /ColorImageDict <<
    /QFactor 0.76
    /HSamples [2 1 1 2] /VSamples [2 1 1 2]
  >>
  /JPEG2000ColorACSImageDict <<
    /TileWidth 256
    /TileHeight 256
    /Quality 15
  >>
  /JPEG2000ColorImageDict <<
    /TileWidth 256
    /TileHeight 256
    /Quality 15
  >>
  /AntiAliasGrayImages false
  /CropGrayImages true
  /GrayImageMinResolution 200
  /GrayImageMinResolutionPolicy /OK
  /DownsampleGrayImages true
  /GrayImageDownsampleType /Bicubic
  /GrayImageResolution 300
  /GrayImageDepth -1
  /GrayImageMinDownsampleDepth 2
  /GrayImageDownsampleThreshold 1.50000
  /EncodeGrayImages true
  /GrayImageFilter /DCTEncode
  /AutoFilterGrayImages false
  /GrayImageAutoFilterStrategy /JPEG
  /GrayACSImageDict <<
    /QFactor 0.76
    /HSamples [2 1 1 2] /VSamples [2 1 1 2]
  >>
  /GrayImageDict <<
    /QFactor 0.76
    /HSamples [2 1 1 2] /VSamples [2 1 1 2]
  >>
  /JPEG2000GrayACSImageDict <<
    /TileWidth 256
    /TileHeight 256
    /Quality 15
  >>
  /JPEG2000GrayImageDict <<
    /TileWidth 256
    /TileHeight 256
    /Quality 15
  >>
  /AntiAliasMonoImages false
  /CropMonoImages true
  /MonoImageMinResolution 400
  /MonoImageMinResolutionPolicy /OK
  /DownsampleMonoImages true
  /MonoImageDownsampleType /Bicubic
  /MonoImageResolution 600
  /MonoImageDepth -1
  /MonoImageDownsampleThreshold 1.50000
  /EncodeMonoImages true
  /MonoImageFilter /CCITTFaxEncode
  /MonoImageDict <<
    /K -1
  >>
  /AllowPSXObjects false
  /CheckCompliance [
    /None
  ]
  /PDFX1aCheck false
  /PDFX3Check false
  /PDFXCompliantPDFOnly false
  /PDFXNoTrimBoxError true
  /PDFXTrimBoxToMediaBoxOffset [
    0.00000
    0.00000
    0.00000
    0.00000
  ]
  /PDFXSetBleedBoxToMediaBox true
  /PDFXBleedBoxToTrimBoxOffset [
    0.00000
    0.00000
    0.00000
    0.00000
  ]
  /PDFXOutputIntentProfile (None)
  /PDFXOutputConditionIdentifier ()
  /PDFXOutputCondition ()
  /PDFXRegistryName ()
  /PDFXTrapped /False

  /CreateJDFFile false
  /Description <<


    /CHS <FEFF4f7f75288fd94e9b8bbe5b9a521b5efa7684002000410064006f006200650020005000440046002065876863900275284e8e55464e1a65876863768467e5770b548c62535370300260a853ef4ee54f7f75280020004100630072006f0062006100740020548c002000410064006f00620065002000520065006100640065007200200036002e003000204ee553ca66f49ad87248672c676562535f00521b5efa768400200050004400460020658768633002>
    /CHT <FEFF4f7f752890194e9b8a2d7f6e5efa7acb7684002000410064006f006200650020005000440046002065874ef69069752865bc666e901a554652d965874ef6768467e5770b548c52175370300260a853ef4ee54f7f75280020004100630072006f0062006100740020548c002000410064006f00620065002000520065006100640065007200200036002e003000204ee553ca66f49ad87248672c4f86958b555f5df25efa7acb76840020005000440046002065874ef63002>
    /CZE <>
    /DAN <>
    /DEU <>
    /ESP <>
    /ETI <>
    /FRA <>



    /HUN <>
    /ITA (Utilizzare queste impostazioni per creare documenti Adobe PDF adatti per visualizzare e stampare documenti aziendali in modo affidabile. I documenti PDF creati possono essere aperti con Acrobat e Adobe Reader 6.0 e versioni successive.)
    /JPN <>
    /KOR <FEFFc7740020c124c815c7440020c0acc6a9d558c5ec0020be44c988b2c8c2a40020bb38c11cb97c0020c548c815c801c73cb85c0020bcf4ace00020c778c1c4d558b2940020b3700020ac00c7a50020c801d569d55c002000410064006f0062006500200050004400460020bb38c11cb97c0020c791c131d569b2c8b2e4002e0020c774b807ac8c0020c791c131b41c00200050004400460020bb38c11cb2940020004100630072006f0062006100740020bc0f002000410064006f00620065002000520065006100640065007200200036002e00300020c774c0c1c5d0c11c0020c5f40020c2180020c788c2b5b2c8b2e4002e>
    /LTH <>
    /LVI <>
    /NLD (Gebruik deze instellingen om Adobe PDF-documenten te maken waarmee zakelijke documenten betrouwbaar kunnen worden weergegeven en afgedrukt. De gemaakte PDF-documenten kunnen worden geopend met Acrobat en Adobe Reader 6.0 en hoger.)
    /NOR <>
    /POL <>
    /PTB <>


    /SKY <>

    /SUO <>
    /SVE <>
    /TUR <>

    /ENU (Use these settings to create Adobe PDF documents suitable for reliable viewing and printing of business documents.  Created PDF documents can be opened with Acrobat and Adobe Reader 6.0 and later.)
  >>
>> setdistillerparams
<<
  /HWResolution [600 600]
  /PageSize [612.000 792.000]
>> setpagedevice


